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Abstract—The Internet of Things (loT) makes use of
ubiquitous internet connectivity to form a network of everyday
physical objects for purposes of automation, remote data $&sing
and centralized management/control. I0T objects need to be
embedded with processing capabilities to ful ll these serices.
The design of processing units for IoT objects is constrairg
by various stringent requirements, such as performance, poer,
thermal dissipation etc. In order to meet these diverse
requirements, a multitude of processor design parameters
need to be tuned accordingly. In this paper, we propose a
temporally ef cient design space exploration methodologywhich
determines power and performance optimized microarchiteture
con gurations. We also discuss the possible combinationd these
microarchitecture con gurations to form an effective two-tiered
heterogeneous processor for loT applications. We evaluateur
design space exploration methodology using a cycle-accuea
simulator (ESESC) and a standard set of PARSEC and SPLASH2
benchmarks. The results show that our methodology determies
microarchitecture con gurations which are within 2.23%—
3.69% of the con gurations obtained from fully exhaustive
exploration while only exploring 3%—5% of the design space.
Our methodology achieves on average 24.16speedup in design
space exploration as compared to fully exhaustive explorain
in nding power and performance optimized microarchitecture
con gurations for processors.

Index Terms—Internet of Things (loT), design space
exploration, microarchitecture, tunable processor paraneters,
cycle-accurate simulator (ESESC), PARSEC and SPLASH2
benchmarks

I. INTRODUCTION AND MOTIVATION

HE internet has grown rapidly in both enterprise
and consumer markets. This has given rise to the
Internet of Things (loT) wherein everyday physical objects
are interconnected through a communication network for
purposes of automation, remote data sensing and centtalize

management/control. The 10T creates an intelligent, iblgs

network fabric that can be sensed, controlled and programme
which allows objects in 10T ecosystem to communicate,
directly or indirectly, with each other or the Internet
[1]. The “things”, in the scope of IoT, are IoT enabled
objects containing sensing and actuating elements alotig wi
embedded hardware and software components which fagilitat

data aggregation, network connectivity and security. Hagh

enabled object is designed to perform an application speci
task using data gathered by itself or using information made
available to it through other objects in the network. Theass h
been widespread deployment of 10T objects in recent years

in various applications like healthcare, industry, tramgtion
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etc. It is estimated that 6.4 billion connected end-devares
in use in the year 2016 [2], with the number expected to rise
to 26 billion by the year 2020 [1].

The massive deployment of I0T objects results in generation
of large volumes of data. Data communication, processing,
real-time analysis and security of such large volumes od dat
are important issues that need to be resolved for efcient
growth of the IoT ecosystem in the years to come. In the
current 10T model, 10T end-devices are designed to be as
simple and as cost effective as possible. Thus, they are
designed with limited processing capabilities, just erfotm
securely connect and of oad data to the cloud. Almost all
complex data management functionalities such as datantjer
and analysis are delegated to cloud datacenters, the core
units of the IoT model. With the growth in data volume in
the 10T ecosystem, there rises several signi cant chalbeng
which renders this model infeasible. We list here three such
challenges.

Network Overload- Core network bandwidth is a vital
resource in the loT ecosystem which must be used
ef ciently. With ever increasing number of I0T objects,
relaying data over the core network to the cloud,
the network is severely overloaded. Network overloads
introduce latency in critical data processing operations
which impact most IoT applications such as healthcare
and transportation that require real time data processing.
Data security- Data communication in the 10T ecosystem
mostly occurs over the public network infrastructure.
In order to ensure secure data communication, several
complex security protocols must be applied to the data.
The volume of data requiring security increases as the
number of I0T objects deployed in the loT ecosystem
increases. Applying complex security protocols to large
volumes of data requires extensive computing operations
which cannot be matched by the energy budget of IoT
objects.

Upgradability- As the 10T landscape continues to evolve,

it becomes necessary to upgrade loT deployments in
frequent periods. 0T objects must be designed to support
hassle free addition of new features via remote access. In
an ideal lIoT model, IoT objects must be able to upgrade
to new, more complex features without deployment
of new loT objects and without any direct human
involvement. With limited processing ability, addition of
new features to existing loT objects may be challenging
or even infeasible.

The challenges posed by the current 10T model can be
overcome by adding processing capabilities inside or local



to l1oT objects [3]. With the added processing units, datxe the greatest at the architecture level [7]. Thus, power
management operations such as Itering and analysis cand performance optimizations should be performed while
be carried out within the local network. 10T objects cade ningthe microarchitecture con guration of processorbe
thus, communicate summaries of information, obtained fromicroarchitecture con guration consists of several psswe
Itering the aggregated data, to the cloud. This contrisutadesign parameters each of which has to be tuned based on
signi cantly to freeing up the core network bandwidth. Thehe impact it has on the overall power and performance
reduction in data volume also reduces the energy experditof the processor. Selecting a microarchitecture con garat
on data security as less data requires lesser numberiraflves rigorous design space exploration over a searabesp
computing operations to secure. Having more processiognsisting of all possible settings for tunable processsigh
ability also makes IoT deployments more exible to upgradgsarameters. There are two main challenges that need to be
as newer features can be added without signi cantly bumgniaddressed in this process.
the system. Firstly, the design space exploration methodology, engdoy

Processing units interfaced with 10T objects require d@ select microarchitecture con gurations of processord¢T
optimal balance between power and performance [4]. Sinebjects, must be temporally ef cient. Long processor desig
many loT objects are battery powered, it is desirable theseh time leads to long time to market which results in lowered
objects operate for their entire lifetime with the battdrgyt are prots [8] [9] and shorter product life cycle [9]. The loT
deployed with (e.g. medical sensors implanted into a ptgienmarket also lacks accepted industry standards so, those who
body via invasive surgical process). Although great pregreget to the market rst have the greatest opportunity to imae
has been made in battery technology, batteries are still lbese standards [9].
able to keep pace with the demands of modern electronicsSecondly, the design space exploration methodology must
[5]. So, power optimization must be considered in paralléialance processor power consumption with performance,
with performance optimization. which are conicting design metrics [10]. It is not possible
to have optimal solutions for optimization problems with
con icting design metrics. The optimization problem shaul
instead be modeled as an Optimal Production Frontier pnoble
also known as Pareto Efciency [11] problem. Multiple
solutions are obtained for such problems where each solutio
favors one of the conicting metrics. The design space
exploration methodology must intelligently choose thetbes
trade-off solution based on application speci ¢ requiremse

In this paper, we propose a temporally ef cient design
space exploration methodology for determining power and
performance optimized microarchitecture con gurations o
embedded processors used in IoT objects. We use a
combination of exhaustive, greedy and one-shot search
methods to perform design space exploration. We verify the
effectiveness of our methodology by testing it on a cycle

For incorporating higher levels of power optimizediccurate simulator using a large set of standard benchmarks
performance in IoT deployments, a two-tiered heterogeseaowith varying workloads.
processor architecture is suitable [3] [6]. This two-tiere The main contributions of our paper are:
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Fig. 1. Two-tiered heterogeneous processor architecturdéehfor 10T

architecture, shown in Figure 1, consists of a host processo
optimized for high performance, interfaced with a number of
interface processors, optimized for low power operatidme T
interface processors collect data from data-sensing eltsme
and control actuating elements. These processors are @lway
operated in active mode because their low power operation
does not severely impact battery life. Higher end function,
such as ltering and analysis of data, and, implementation
of complex security protocols are performed by the host
processor. Since these operations are infrequent, therpowe
hungry host processor is mostly operated in sleep state and
only activated intermittently for limited durations.

Designing efcient embedded processors with power-
optimized performance, for use in 10T objects, is a

We propose a temporally efcient design space
exploration methodology to nd microarchitecture
con gurations for low-power and high-performance
optimized embedded processors used in loT objects.
We include a threshold parameter in the design space
exploration methodology which can be manipulated by
the system designer to control design time based on time
to market constraints.

We propose exhaustive, greedy and one-shot search
algorithms which yield microarchitecture con gurations
which are 2.23%-3.69% of the microarchitecture
con gurations obtained from fully exhaustive search.

We distinguish between different microarchitecture
con gurations based on the size and type of benchmark

tedious process. Preventing high performance processors used, and, relate them with potential use cases in IoT.

from violating the power budget requirements dictated by The remainder of the paper is organized as follows. In
the market is an enormous design challenge [7]. Tigection Il, we present a review of related work. We describe
opportunities for optimizing a processor design for poweur design space exploration methodology in Section Il and



elaborate on its different phases in Section IV. In Section dMusters of strongly interconnected parameters to obtain
we describe the cycle-accurate simulator and benchmaekk uBareto-optimal con gurations local to each cluster, and

to test our methodology. We discuss the results in Section $#cond, over all the clusters to obtain a global Pareto-
and present our conclusions and future research direcitionptimal solution. The approach could explore design spaces
Section VII. as large asl0'* con gurations, but it took an order of 1-

3 days to complete. Palesi et al. [19] argued that the high
exploration time for PLATUNE was due to the formation of

Several SoC design companies have released articlesl@ge partial search spaces in the clustering processsiPale
techniques of increasing processing capabilities in lojéab. et al. improved the PLATUNE exploration methodology by
Some articles guide the selection of processors for ladtroducing a new threshold value that distinguished betwe
objects while others describe low power optimized processelusters based on the size of their partial search-space.
architectures for 10T deployments. Exhaustive search method was used for clusters with partial

ARM proposed a processor architecture consisting ekarch-spaces smaller than the threshold value and a geneti
multiple homogeneous processors in a single IoT objeskploration algorithm was used for larger spaces. Through
each serving a different purpose [6]. They de ned a systethis improvement, they were able to achieve 80% reduction
with three Cortex-M processors, one to handle netwoik simulation time while still remaining within 1% of the
connectivity, one to manage interface with sensors amesults obtained from exhaustive search. Genetic algosth
actuators and one as a host processor controlling the atber twere also used in the system MULTICUBE, by Silvano et al.
They stated that multiple processors are better for lowgerif20]. The MULTICUBE system de ned an automatic design
power consumption in loT objects since only the processspace exploration algorithm that could quickly determime a
serving the current task would be in active mode whilapproximate Pareto front for a given design requirements.
the rest would be in sleep mode. ARM also proposed aMunir et al. [21] proposed another alternative to overcome
guide to selecting microcontrollers for 10T objects [12h | the overhead of exhaustive search in their work on dynamic
this guide, they argued that high-end microcontrollersevepptimization of wireless sensor networks. Their approach
suitable for lIoT deployments for two reasons. Firstly, highwas divided into two phases. In the rst phase, a one-shot
end microcontrollers complete processing tasks sooner awhrch algorithm selected initial parameter settings arttiér
can enter sleep mode to conserve power and secondly, largefered the parameters based on their signi cance towards
ash and RAM sizes available with high-end microcontradlerthe application requirements. In the second phase, a greedy
facilitate implementation of complex networking protogolalgorithm was used to search the design space. Their agproac
without addition of any new processors in the system. Theglded a design con guration that was within 8% of the
articles clearly demonstrate the need for having more powehtimal con guration while only exploring 1% of the design
optimized performance in loT deployments. space.

Synopsys also proposed the use of multiple processorsn this paper, we improve on the work carried out by Munir
in loT deployments [13]. They described the use of twaet al. [21]. We leverage a similar approach to design space
tiered processor architecture in 10T objects — ultra low @owexploration but add two new phases: a set-partitioning @has
embedded processors used to interface with sensing elemeinid an exhaustive search phase. The addition of the ex&usti
to collect, Iter and process data and host processor usedarch phase aims at increasing the degree of closeness to
to manage embedded processors. Their processor architectiie optimal solution by exploring a larger portion of the
lowered power consumption by keeping power hungry hogésign space, as argued by Silvano et al. [20]. The limit
processor mostly in sleep mode, similar to the concept used the number of con gurations considered in the exhaustive
by ARM. Synopsys also discussed optimization of processaisarch is determined by the set-partitioning phase that ase
using con gurable hardware extensions for sensor apjtioat threshold value [19].

[13]. They stated that adding custom hardware extensians fo
executing typical sensor functions reduces the procegste ¢
count required to execute sensor applications. The remucti Our design space exploration methodology for determining
in cycle count lowers energy consumption either by loweringptimal microarchitecture con guration of embedded
the clock frequency and keeping the same execution time,mocessors for 10T is shown in Figure 2. Our methodology
having the same power but shorter execution time. is implemented in four phases — initial one-shot search

Apart from research carried out by SoC design companie€sn guration tuning and parameter signicance, set-
processor design has also been extensively studied partitioning, exhaustive search con guration tuning and
academia [14] [15]. There are many research works @reedy search con guration tuning.
literature involving optimized processor design. Most k&or  The initial one-shot search con guration tuning and
employ design space exploration [16] [17] techniqugsarameter signi cance phase is carried out by the initial
utilizing search methods like exhaustive and greedy seamhe-shot search con guration tuning module and the
and optimizing algorithms like genetic and evolutionarparameter signi cance ordering module. The microarchitex
algorithms. Givargis et al. [18] developed an exploratiooon guration parameter settings set, which consists of all
methodology named PLATUNE (PLATform TUNEr) thatthe possible settings for each tunable microarchitecture
carried out exhaustive searches in two stages: rst, ovparameter, is provided as input to the initial one-shotcear

Il. RELATED WORK

IIl. METHODOLOGY



Micr%m INPUT  INPUT methodology apd processor dgsign time can be signi cantly
con guration parameter Test  Weights for altered by varying this exploration threshold value.
settings set benchmarks design metrics The microarchitecture parameters separated out in the
exhaustive search set are communicated to the exhaustive
OUTPUT search con guration tuning module. This module generates
 Optimized test con gurations using all possible combinations of tolea
T rationa o PrOCessor design parameters. The parameters which are not
processor for 10T jn the exhaustive search set retain their best settings fhem
initial one-shot search con guration tuning process. st

con gurations are evaluated on the cycle-accurate siroulat

Initial one-shot
con guration
tuning module

Cycle - accurate
simulator

Parameter
signi cance

ordering to determine a test con guration possessing the best tfadeo
_ between the conicting design metrics considered. The best
o ramertars settings for the microarchitecture parameters in the esthaa
mszgfrlcahuzge search set are then communicated to the greedy search
con guration tuning module.
Signi cance ——— Crocdy search The greedy_search con guration tuning mo_dule generates
ordered con guration con guration test con gurations using the processor design parameters
parameter set tuning module tuning module [ separated out in the greedy search set. A greedy search
algorithm (refer Section IV-D) is used to generate these
Separated Separated test con gurations. The microarchitecture parametershia t
exnastive Jreedy exhaustive search set retain their best setting obtaioed tihe
exhaustive search simulation process. The parametershwhic

Selpaticing are in neither of the two search sets, retain their besngstti

from the initial one-shot search con guration tuning prsse
The best con guration obtained at the end of the greedy
search con guration tuning process is communicated back to

INPUT Exploration . . H :
—— threshold the processor designer as the optimal microarchitectutieeof

processor with the preferred tradeoff between the comigti

Fig. 2. Design space exploration methodology for detemginbptimal
mi%:roarchitectgre ch))n guratti))n of embedded progcyessorlcﬁd'r nonep design metrics.

con guration tuning module by the system designer. This

module uses the parameter settings set to generate ies@al i\, De ning the Design Space
con gurations. Each initial con guration is passed to a &«
accurate simulator. The test benchmarks for evaluating tg
microarchitecture con gurations are provided as inputhe t
simulator by the system designer. The simulator executels e%
initial test con guration separately for each test benchma
speci ed. The test benchmarks provide varying workloads fo P=1P;;P,;P3; ;Phg (1)
testing the initial test con gurations. The system desigalso . ] .
provides the weights for balancing design metrics as input fach tunable paramet® [wherei 2f 1,2 ng] in the list

the simulator. These weights are used to specify the peeferP iS the set of possible settings fof parameter. Let. be
tradeoff between con icting design metrics. the set containing the size of the set of possible settings fo

. . each parameter in lid®.
The simulator module evaluates the initial test

con gurations supplied by the initial one-shot search L=1fLq;LoLs;  ;Lng (2)
con guration tuning module to determine the best initial

setting for each tunable microarchitecture parameter. TRACN that, o

simulation results are forwarded to the parameter sigmicea Li=jPj 81212 ;n 3
ordering module where the tunable microarchitectu
parameters are ordered based on their signicance to t
design metrics considered.

Considern number of tunable parameters are available to
Escribe the microarchitecture con guration of an embeldde
rocessor for 0oT. LeP be the list of these tunable parameters
e ned as the following set:

herejP;j is the cardinal value of se;.

0, each parameter setting 8gtin the listP is de ned as
follows:

The ordered set of signi cance values is communicated to ]
the set-partitioning module which separates the parasieter Pi = fPi1;Pi2;Pis;  ;PiL,g 8i2f12, ;ng (4)
into two search sets — exhaustive and greedy. The parametg{s yajues in the se®;
are separated based on an exploration threshold valuedevi The state space for design space exploration is the calfecti

by the system designer. The exploration threshold valusesiu ¢ 4| the possible con gurations that can be obtained using
to control search space for the exhaustive search phase of e n parameters

design space exploration methodology. The exhaustivelsear
phase is the longest phase in the design space exploration S=P; P, P3 Pn (5)

are arranged in ascending order.



Here, represents the Cartesian product of lists n TABLE |

Throughout this paper, we use the te8rto denote the state LIST OF SYMBOLS

space gomposed of aﬂ tunable parameters. To malntal' Symbol | Description

generality, when referring to a state space compoged 0 n Number of tunable microarchitecture parameters

tunable parameters wheee < n, we attach a subscript to P List of tunable microarchitecture parameters

the termS. P; Set of possible settings for" tunable microarchitecturg
parameter

Sa=P; P, P3 P, 8a<n (6) L Size of set of possible settings for each tunable

microarchitecture parameter

We note that the state spaceafunable parameters does not  Li Cardinal value of seP;

constitute a complete design con guration and is only used a__S State space for design space exploration

an intermediate when de ning our methodology. Sa Za“'a'_"“Comp'etegat?hsf’ac‘? —

We also reserve the use of operator in the following > tate in state spacs with tag’ identi er
. Sa State in partial state spa&
manner. ) m Number of test benchmarks
Sa=Ss P 8i2f12 yNng @) o Number of design metrics
. . . VSk Set of normalized values obtained for design metrics from

This represents the extension of the state sj@cto include simulation of states for k™ benchmark

one new set of parameter settinBs from the list P. This w Set of weights for design metrics

operation increases the number of tunable parametersta sta_ W Weight forI™ design metric

spacea by one. FX Objective function obtained from simulating statefor kM
benchmark

When referring to a design con guration that belongs to th
state space, we use the terns. We attach subscripts t® The objective functior of a design con guratiors for a test
to refer to speci ¢ design con gurations. For example, atstaPenchmarkk is de ned as follows:
s; that consists of the rst setting of each tunable parameter Fk= X wVvk 81=1:2 o (13)
can be written as:
The optimization problem, considered in this paper, is to
St =(P11;P21;P31;  ;Pn1) (8) minimize the value of the objective functidh. The design
metrics are chosen such that the minimization of their
values is the favorable design choice. For example, when
considering the performance metric, the design goal is to
maximize performance. To model this into the objective
B. Benchmarks function which we use execution time to measure performance

Each of the con gurations, selected from the statMinimizing execution time would t with minimizing the
spaceS by our methodology, is tested om number of objective function while still modeling the design goal of

test benchmarks. The design metrics for each simulatB{Ximizing performance. The optimization problem for each
con guration is collected separately for each benchmark. (€St benchmark is de ned as follows:

Similarly, to denote an incomplete/partial design con gimn
of a tunable parameters we use the tesy.

min: F &
C. Objective Function st.s2S

In our methodology, design con gurations are compared Table | presents the symbols established in this section in
with each other based on their objective functions. THist form.
objective function of a design con guration is the weighted
sum of the normalized design metrics obtained after sirmgat IV. PHASES OFMETHODOLOGY
that design con guration. Leb be the number of design Our proposed design space exploration methodology
metrics andV be the set of normalized values of desigronsists of four distinct phases. In this section, we elatgor
metrics which are obtained from the simulation. on the steps involved in each phase using the notation set up

(14)

in Section 1.
Ve = VGV Ve iVeog Bk =152 im o (9)
Let w be the set of weights for the design metrics based @n Phase | : Initial One-Shot Search Con guration Tuning
the requirements of the targeted application. These we@i® and Parameter Signi cance
set by the system designer. In this phase of our methodology, best initial setting fartea
W= fWoWalWa  Wog (10) tunab_le microarchitecture parameter in §Et|s_ determined
by using a one-shot search con guration tuning process. The
such that, one-shot search process is based on single factor analysis
0O w 181=1;2, :o (11) Which is an effective heuristic approach used in design
space exploration [22]. Unlike single factor analysis veieer
and, X parameters can have only two settings, a zero value and a

w=181=1;2, ;o0 (12) non-zero value setting, one-shot search works on parasneter



with more than two non-zero value settings. In one-shotcsearfor the parameters are stored in the set of best setfgs

process, parameters are evaluated on a one by one basis. (fines 17 and 19).

test con gurations are generated for each parameter, otie wi

the rst setting and one with the last settings from the lift %S .
. o . Phase Il :

settings for the current parameter. The remaining paramete

are arbitrarily set to their rst setting from their corresmling

Set-Partitioning

list of settings. Algorithm 2: Set-Partitioning
Input: D - Signi cance of Parameters towards
Algorithm 1: Initial One-Shot Search Con guration Objective Function] - Index SetT -

Exhaustive Search Threshold Factor
Output: E - Set of Parameters for Exhaustive Search;
G - Set of Parameters for Greedy Search

Tuning and Parameter Signi cance
Input: P - List of Tunable Parameters
Output: B - Set of Best Settingd) - Signi cance of

Parameters with respect to Objective Function 1 E=; and G=;
2 for k 1tomdo

L for | _1 to n do 3 sortDescendingj O j)- s.t. index information of
2 Sf _ TPing the sorted values is preservedlif
3| s =fPugg 4 | sortP¥) and sort(¥) w.r.t. index information inl ¥
4 for! . 1.tond0 5 numg =1 andi =1

> it 6 J_then 6 while numg T do

6 St =S [T Pixg 7 nume = numg LK

! s = s [ Pag 8 if numg T then

8 end 9 Ek = Ek[f Pig

9 end 10 i=i+1

10 for k 1tom do |

11 Explorek™ benchmark using con guratios 1 © Sebreak

12 CalculateF & iz e|n d

13 Explorek™ benchmark using con guratios 14 end

14 CalculateF 3 15 | numg = ceil((jPXj JE ¥j) =2)

15 D =F F 16 | while numg > 0do

16 if DK > 0 then 17 G = G[f PKg

1 | Bf=Pi 18 numg = numg 1

18 else 19 izi+1

19 | B =Puip 20 | end

20 end 21 end

21 end

22 end

The set-partitioning phase, presented in Algorithm 2, show
how the parameter signicance values determined in the

The steps involved in initial one-shot search con gurationrst phase of our methodology are used to separate the
tuning and determining parameter signi cance are detdited list of tunable microarchitecture parameters into exheagst
Algorithm 1. The rst and last test con gurations generate@nd greedy search sets. First, the parameter signi cance

P, are denoted by ands, respectively. These con gurationsis sorted in descending order of magnitude using the
are tested on the cycle-accurate simulator. From the sesfilt sortDescendingD¥j) function. The index information of the
the simulation, objective functions, andFs, corresponding sorted values is preserved in a set of indek&s(line 3).

to sy and s, respectively, are determined. The objectivEor example, if the fth entryD¥ has the greatest valuBk
function values are used to determine best initial setting will become the rst entry in the seD* and rst entry in
well as signi cance of each microarchitecture parametée T the set of indexes$* will be 5, that is,1¥ = 5. The set of
magnitude of the difference betwedtn;, and Fs, which indexes) k is used to sort the list of tunable microarchitecture
is stored in parameter signi cance sbt (line 15), is used parametersPK, and list of set sizes|.X. After sorting, the

as parameter signi cance. The higher the magnitude of pmrameters with higher signi cance lie towards the start of
differenceD¥; i 2 f 1;2;3;:::;ng for a benchmark; k 2 the set and the parameters with lower signi cance lie toward
f1;2;3;:::;mg, the higher is the signi cance of paramefr the end of the set. The list of parameters is then divided into
to the workload characterized by benchm&rkThe sign of three subsets, exhaustive search, greedy search and a@ine-sh
the difference betweeRs, andFs, is used to pick the best search sets. The exhaustive search set gets parametetbavith
initial setting for parametePi. If the difference is positive, highest signi cance. The number of parameters separated in
then the rst setting of parametd?; is chosen as the bestthe exhaustive search set depends on the exploration tidesh
setting, otherwise the last setting is chosen. The beshgstt value,T, provided by the system designer. The threshold value



T limits the size of the partial search space of the exhaustivest setting8¥ as determined in the initial one-shot search
search setnumg (line 6). con guration tuning process described in Algorithm 1. Thes
After separating out exhaustive search set, the parametse#fings make up the partial test design con guratisgo.
remaining in the parameter list are separated into greeNext, a partial state spac® is formed for the parameters
search and one-shot search sets. The list of remainingthe exhaustive search sé& (line 12). Every possible
parameter is divided into two halves (line 15) and thpartial test design con gurationsg; (line 16), in the partial
upper halfceil((jPj JE ¥j)=2) is separated as the greedystate spaceSg, is combined with the partial test design
search set and the lower half is separated as one-sbom guration s o to form complete simulatable test design
search set. We observe empirically that dividing the list afon gurations. Each complete test design con guration is
remaining parameters into halves provides efcient desiggvaluated on the simulator. An objective function valbg,,
space exploration without signi cantly compromising thes obtained for each complete test design con guratig,
solution quality. The parameters separated as one-shathsedrom the simulator. The algorithm keeps track of the smalles
set are not explored further and are left at the best settinggjective function value encountered in the search proicess
determined for them in Algorithm 1. Fs, which represents the best objective function value. When
a design con guration results in an objective function thas
a value less tharrg, (line 20), thenFs, is changed to the
new minimum value and the set of best settilgss updated
with the corresponding design con guration.

C. Phase Ill : Exhaustive Search Con guration Tuning

Algorithm 3: Exhaustive Search
Input: P - List of Tunable Parameter§ - Set of

Best Settings for One-shot Seardh: List of D. Phase IV : Greedy Search Con guration Tuning
Parameters for Exhaustive Search In the nal phase of our methodology, described in
Output: B - List of Best Settings for One-shot and Algorithm 4, the best settings for the parameters in greedy
Exhaustive Search search se6 are determined. For each parameter in theGet
18 the sign of the parameter signi cance is checked to detegmin
2 sg=; and spo = ; whether the rst setting or last setting was chosen as thé bes
sfork 1tom do setting in the rst phase of our methodology. If the sign of
4 Fk=1 parameter signi cance is positive, then it indicates thadt
s forbi 1ton do setting for that parameter yields a smaller objective fiomct
6 if P, 2EX then as compared to.the last. If the sign is n_egative then it indjz:a
. | Sléo - Sléo[f Bkg thatt_he last setting for that parameter yields a smallezaibje _
8 end function as compared to the rst. We assume that the setting
9 end that yields the smallest objective function lies closerdods
10 fori 1ton do .th.e_ setting that yields the smal!est ob_jective functionhe t
1 if P, 2 EX then initial one-shot search con guration tuning process. Teuarq
1 | sk=sk p that the search_ process starts_from t_h(_a_ setting that yielded
13 end the smallest objective function in the initial one-shotrsba
14 end con_gurati(_)n tuning process, we sort the_ set of param_eter
15 for | 1tojSkj do settingsP; in desce_ndmg order (for Ia_st setting as best sett!ng)
16 useds'gj is a partial con guration in state or Isft unchgnge?. in gefault ascending order (for rst sejti
spaceSk as best setting) (line 8). _
17 sk= sk [ sk In the greedy sear_ch process, the p.aramej[ers in the .greedy
1 Explorelit“ belachmark using con guratiosk search set are can|deredI one at a time. First, a pamgl test
1o CalculateF & E design conguration s o is formed using the exhaustive
0 if EK < EK thEen search set, _the one-shot search set and the non-current
)1 |S:Ek _ Ebk parame‘gers in greedy search _set. The _parameters in the
” B?‘b: SkSE exhaus.tlve s_earch seE, are.aSS|gned their best yalues as
v end E determined in the exhau_s'uve search con guration tunllng
o end process._The param(_aters in the ppg—shot search set remm th
2 end best settings determined in the initial one-shot con giarat

tuning process. The non-current parameters in the greedy
search set(, are assigned best settings in one of two ways.

Algorithm 3 details the steps involved in the exhaustivé the non-current parameter has already been processed by
search process. The exhaustive search process determinegreedy search optimization process, then the pararseter
the best settings for the parameters in the exhaustivetseassigned the best setting obtained from that process. If the
set E. First, the settings for the parameters that are npbn-current parameter has not been processed yet, then the
in the exhaustive search skt are assigned (line 7). Theseparameter is assigned the best setting obtained from ttigl ini
parameters are assigned their best settings from the setné-shot search con guration tuning process.




Algorithm 4: Greedy Search

Input: P - List of Tunable Parameter§) -
Signi cance of Parameters towards Objective
Function,B - Set of Best Settings for One-shot
and Exhaustive Searck, - Set of Parameters
for Exhaustive Search; - Set of Parameters
for Greedy Search

Output: B - Complete set of Best Settings

V. EXPERIMENTAL SETUP

We used the ESESC [23] (Enhanced Super EScalar)
simulator to simulate all the test microarchitecture
con gurations generated by our methodology. The ESESC
simulator is a fast cycle-accurate chip multiprocessor
simulator. It models an out-of-order RISC (Reduced
Instruction Set Computing) processor running ARM
instruction set.

We used benchmarks from the PARSEC and SPLASH2

1S6=;
5 SGGO = [24], [25] benchmark suite to test our methodology. The
3G = PARSEC and SPLASH2 benchmark suite is a collection of
4 for k=1 tom do standardized benchmarks which provides a diverse range of
5 Fk =1 workloads for evaluation of processors.
6 | fori 1ton do We used the following benchmarks from the PARSEC and
7 if P; 2 G* then SPLASH2 suite to test our methodology.
s if DX < 0 then RARSEC Benchmgrks Blackscholes, Canneal, Facesim,
9 | G = sortDescendingR|) Fluidanimate, Fregmine, x264
10 end SPLASH2 Benchmarks Cholesky, FFT, LUcb, LU_ncb,
1 forj 1tondo Oceancp, Oceanncp, Radiosity, Radix, Raytrace
12 if P; 6 G then The methodology phase_s were implemented using PERL
13 ‘ Sléo = Sléo [f Bjkg [26]. The result§ from the smulauon processes were ciatéc
u end P P in MS Excel using Exce]-Wnter-XLSX [27] t(_)ol for PERL.
5 end We tested our design space exploration methodology
separately for low-power and high-performance processor
16 for | ltoL; do . . . . .
1 sk = sk ,[fG pig deS|gn. We combined the m|croarch|tec_:ture con gurations
G Ge, i obtained from these tests to form a two-tiered heterogeneou
18 Explorek .berlchmark using processor architecture. The microarchitecture con garat
con guration I obtained from the low-power processor design tests were
19 . Cll(alculatkeFSG used to implement the low-power optimized interface
20 if Fs, < Fg, then processors, the lower tier of the two-tiered architecture.
21 ng = F:I;(G The microarchitecture con guration obtained from the high
22 Bf = Gpj performance processor design tests were used to implement
23 else the high-performance optimized host processor, the up@er t
24 | break of the two-tiered architecture.
25 end
26 end TABLE Ii
27 end MIRCOARCHITECTURE CONFIGURATION PARAMETER SETTINGS SET
28 end Set of Settings
20 end Parameter Name Low-Power High-Performance
. . . . . Cores 1,24 2,4,8
The partial test design con guratios G IS then combined Frequency (MH2) 75,100, 125, 150] 1700, 2200, 2800, 3201
with the settings for the current parameter being processgdi.| cache Size (kB) 8. 16, 32, 64 8, 16, 32, 64, 128
to form the complete simulatable test design con guratioNL1-D Cache Size (kB)| 8, 16, 32, 64 8, 16, 32, 64, 128
sg (line 17). This con guration is evaluated on the cycle{ L2 Cache Size (kB) 256, 512, 1024 256, 512, 1024
accurate simulator. The resulting objective functién,, is L3 Cache Size (kB) 2048, 4096 2048, 4096, 8192

compared with the best objective functibg, , which holds the
smallest value objective function encountered thus fat t

The list of microarchitecture parameters considered for

search process. Similar to the exhaustive search prochss, westing our methodology along with the set of possible isg#ti

a design con guration results in an objective function thas
a value less thaRs, (line 20), thenF, is changed to the new
minimum value and the set of best settirgfs is updated with

for each parameter is listed in Table II. We used differengea
of settings for low-power and high-performance processor
design. The range of settings listed in Table Il under low-

the corresponding design con guration. However, when thgwer design were used for the design of low-power optimized

search process encounters a design con guration thattses
in an objective function that has a value greater thgn then
the search process for the current parameter is terminattd
the next parameter in the parameter {&ts explored.

interface processors. The design space cardinality for low
power processor design was 1,152 con gurations. The range
af settings listed in Table Il under high-performance desig
were used for the design of high-performance optimized host
processor. The design space cardinality for high-perfocea
processor design was 2,700 con gurations.



TABLE III 10 -
WEIGHTS FOR DESIGN METRICS

®E Cores
Con guration Power | Performance 0.8 - O Frequency
Low-Power 0.9 0.1 B L1-l Cache
High-Performance| 0.1 0.9 ® L1-D Cache
. : 0.6
We used power and performance as design metrics B L2 Cache
evaluate the microarchitecture con gurations for both dow @ L3 Cache

|

Parameter Significance |D|

power and high-performance optimized processors. We us 0.4 1
normalized value of total dynamic power and leakage pow

[28] across all the cores in the processor as the power me 0.2
and the normalized value of total execution time as tt
performance metric. We used the weights presented in Ta 0.0

[l to specify the preference for the con icting design niesr

. oY : 3 Ei £ [0 o 3
of power and performance. The linear objective functiordust § e 2 g E §
. . . . c —_
for the evaluation of the test microarchitecture con gioas 2 3 § g g
was: E 3 *
: 8 >
[a1] LL
F=wp P+wg E (15) _ . . . .
Fig. 3. Signicance of microarchitecture con guration aneters for
where, PARSEC benchmarks for high-performance optimized pracefes 0T
P = Dynamic Power + Leaked P ower (16)
E = Total Execution Time o |
—
-7 X264 pareto front
_ ) VI. RESULTS ) ) ) — Objective function line
In this section, we present the results obtained whilerigsti g 1 Point of intersection
our methodology. This section is divided into two subsetio GEJ
In the rst subsection, we present results to validate o1 Z© |
design space exploration methodology and in the seco § e
subsection, we discuss some of the applicability of somb®ft S «
microarchitecture con gurations to important 10T use case §O' i
i
A. Evaluation of design space exploration methodology g 1
For evaluating our methodology, we compared ot T ®—s
microarchitecture con guration results with those ob&n g— Vﬂ
from a fully exhaustive search of the design space. We tes’ 0.0 02 0.4 06 08 1.0
our methodology with an exploration threshold Bf= 150. Total Power

This threshold value is an upper bound which limits the phrtiFig. 4. Linear objective function plotted with Pareto fréot x264 (PARSEC)
state space for the exhaustive search phase of our metlyydolgenchmark for high-performance optimized processor far lo

1) Parameter signi cance:Figure 3 shows the normalized 2) Selecting a favorable tradeoff solutioffigure 4 shows
values of parameter signicance for different PARSEGhe Pareto front obtained for x264 (PARSEC) benchmark
benchmarks. The normalization is carried out using tHer high-performance optimization requirement. The Raret
maximum values for total power and total execution tim&ont is generated using the normalized values of total powe
obtained in the initial one-shot search con guration tuninand execution time design metrics. The front represents the
process. The parameter signi cance values are calculatedcbn icting interdependency between power and performance
the rst phase of our methodology, initial one-shot searcim a processor. It shows that increasing the performance of
con guration tuning. We observe that the signicance of processor degrades its power ef ciency whereas incrgasin
each of the tunable processor design parameters varied bgsmver ef ciency degrades performance. It is thus impossibl
on the type of workload offered by the test benchmarki determine a microarchitecture con guration which résul
For each of the test benchmarks, there are at most thieeboth these metrics having optimal values. The goal of
signi cant processor design parameters. We note that ttlee design space exploration methodology is to determine a
operating frequency is the processor design parameteitigth balance between these con icting design metrics. A suitabl
highest signi cance for most of the test benchmarks folldwetradeoff between these metrics is selected by using the
by core count, which is the second most signi cant desigoreference speci ed using the weights assigned to eaclianetr
parameter. For certain test benchmarks, the size of the Llnlour experiments, we speci edp andwg as the weights
cache and L1-D cache are also highly signi cant to overalbr power and performance metrics respectively to de ne a
design. The large signi cance in cache sizes is a result lfiear objective function (Equation 15). Figure 4 shows the
large working sets with ne data-parallel granularity affd objective function plotted along with the Pareto front. Viegen
by those test benchmarks. that the objective function forms a straight line in the powe
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TABLE IV TABLE V

COMPARISON OF MIRCOARCHITECTURE CONFIGURATIONS OBTAINED®R CATEGORIZATION OF TEST BENCHMARKS ACCORDING TAOT
X264 (PARSECBENCHMARK FOR HIGH-PERFORMANCE OPTIMIZED APPLICATION
PROCESSOR FOROT
IoT Application Benchmarks
Microarchitecture Con guration Data sensing and aggregation Cholesky, Radix
Parameter Name Proposed | Fully Exhaustive Data analysis and Data mining Blackscholes, Freqming
Methodology Search Graphics Facesim, Fluidanimate
Cores 2 2 Signal processing and Communicatign FFT
Frequency (MHz) 3200 3200
L1-1 Cache Size (kB) 64 128 TABLE VI
L1-D CaChe_ Size (kB) 64 128 MIRCOARCHITECTURE CONFIGURATIONS FOR LOWPOWER OPTIMIZED
L2 Cache Size (kB) 1024 256 PROCESSORS FOROT
L3 Cache Size (kB) 2048 8192
Total Power (W) 1.597 1.600 Parameter Name Microarchitecture Con guration
Execution Time (ms) 35.142 34.152 Cholesky Radix
performance graph with the slopewp=wg. We observe ggejenc AD) 715 715
that the objective function is tangent to the Pareto front at Ll_ﬁCachye Size (kB) 8 5
the power-performance value pair of the microarchitecture L1-D Cache Size (kB) 3 64
con guration obtained as solution by our methodology. L2 Cache Size (kB) 256 256
3) Comparison with fully exhaustive searchiVe veri ed L3 Cache Size (kB) 2048 4096
the microarchitecture con guration obtained as solutioomni Total Power (W) 0.0934 0.0935
our methodology by comparing it against the solution oletdin Execution Time (ms) 327.958 332.535

by running a fully exhaustive search of the design spacemore useful format. The Radix benchmark is representative
We present a comparison of the x264 (PARSEC) benchmak data aggregation, where indexing, sorting and storing
as an example in Table IV. The table shows a side-by-sidperations are carried out on sensed data. These benchmarks
comparison of the microarchitecture con gurations ob¢ain are useful in determining the microarchitecture con gioas
from our proposed methodology with the same obtained froof low-power optimized interface processors for the tvered
fully exhaustive search. Comparing these values, we sde thaterogeneous processor architecture.
signi cant parameters like operating frequency and cavernt The remaining categories all model more complex
match exactly while other parameters only differ slighfihe applications requiring high level of processing capabiit
table also contains the values of the total power and ex@tutiThe Blackscholes and Fregmine benchmarks from the
time obtained for both con gurations. Comparing the valoés PARSEC benchmark suite are listed under data analysis and
these design metrics, we see that the total power and egacutiata mining. The Blackscholes benchmark is a nancial
time values obtained from our methodology are within -0.18%nalysis benchmark that analytically solves large setsidfg
and 2.89% respectively of the total power and execution tinaéferential equations [24]. The Fregmine benchmark is @ da
values obtained from fully exhaustive exploration. mining kernel which implements Frequent Itemset Mining
Using our methodology, on average we achiev@4]. These benchmarks are representative of data analysis
microarchitecture con gurations with total power valuesind lItering operations that need to be carried out on large
within  2.23% for low-power optimized processor andiolumes of sensor data in an loT network.
execution time within 3.69% for high-performance optintize The Facesim and Fluidanimate benchmarks from the
processors as compared to fully exhaustive search. Th&#RSEC benchmark suite are listed under graphics. The
con gurations are obtained by exploring only 3%—5% of th&acesim benchmark generates a visually realistic model of
processor design space which results in our methodologyhuman face and the Fluidanimate benchmark simulates an
having an average speedup of 24.16s compared to fully incompressible uid for interactive animation purposed]2
exhaustive exploration of the design space. Graphical applications are important in 10T objects whieled
to interact with users via graphical user interfaces.
The FFT benchmark from the SPLASH2 benchmark suite is
listed under signal processing and communication. The FFT
Based on the type and size of workload offered bgenchmark is an implementation of Fast Fourier Transform
the test benchmarks, we separate them into four differaagorithm which is optimized to minimize interprocess
categories each of which relates to an loT application eommunication [29]. Signal processing and communicatson i
process. Table V shows the categorization of some of tbae of the most common applications in an 10T network. FFT
key test benchmarks. The Cholesky and Radix benchmaiksan important Digital Signal Processing (DSP) algorithm
from the SPLASH2 benchmark suite are categorized undghich is required in communication of data over Software
data sensing and aggregation. The Cholesky benchmark iDened Radios (SDR) [14].
sparse matrix factorization kernel and the Radix benchmarkThese benchmarks, which require higher processing
is an integer sort kernel [29]. The Cholesky benchmark capabilities, are useful in determining the microarchitez
representative of data sensing in IoT applications, whata dcon gurations of high-performance optimized host process
is acquired from multiple sensor sources and transformied iffor the two-tiered heterogeneous processor architecture.

B. Application scopes in loT
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TABLE VI
MIRCOARCHITECTURE CONFIGURATION FOR HIGHPERFORMANCE OPTIMIZED PROCESSORS FART

Parameter Name Microarchitecture Con guration

Blackscholes | Fregmine | Facesim | Fluidanimate FFT
Cores 8 2 2 2 4
Frequency (MHz) 3200 3200 3200 3200 3200
L1-I Cache Size (kB) 64 32 8 8 128
L1-D Cache Size (kB) 128 128 64 64 32
L2 Cache Size (kB) 256 1024 1024 1024 512
L3 Cache Size (kB) 8192 2048 8192 4096 2048
Total Power (W) 4.549 1.565 1.546 1.546 2.563
Execution Time (ms) 28.1239 67.319 60.072 55.605 29.986

1) Microarchitecture  con gurations for  low-power communication applications, represented by FFT benchmark
optimized processors for loT:Table VI shows the performance improvement, similar to other applicatiorss, i
microarchitecture con gurations obtained for Choleskgttained by increase in operating frequency. However, FFT
and Radix benchmarks from the SPLASH2 benchmark suitequires a larger instruction cache as compared to larger
In these con gurations, we note that for low-power optintizedata caches for other applications. Higher L1-I cache could
processor, the lowest operating frequency and core coent be a result of the FFT benchmark being optimized for low
selected. This result can be interpreted intuitively, lbsea interprocess communication.
high operating frequency and high number of cores in theThe total power and execution time of each
processor increases the power consumption of the processtcroarchitecture con guration is also listed in Table
We also note that these con gurations have large L1-D cachél. These con gurations have high total power values in the
sizes. This is because of the large workload offered by th&nge of one to a few watts but signi cantly low execution
test benchmarks. This is representative of the growing laime values in the range of few tens of milliseconds. These
ecosystem in which large volumes of data are gathered frong@n gurations implement the host processor in the twoetier
large number of sensing elements. The values of total powesterogeneous processor architecture. Due to their loglep
and execution times for microarchitecture con guratiome arequirement, these processors are mostly kept in sleep mode
also shown in Table VI. We observe that the power values aaad are activated intermittently for short durations toesav
in the range of a hundred milliwatts and the execution time énergy and prolong battery life. Because these processors
in the range of a few hundred milliseconds. These values drave shorter execution times, they can execute their tasks
within the operational requirements in most 10T deployrsentquickly and go to sleep thus, decreasing the duration that
These con gurations implement the interface processors tiney are active.
the two-tiered heterogeneous processor architectureh Wit
low-power requirements, these processors can always be
operated in active mode, without impacting the power budget
of 10T deployments In this paper, we proposed a temporally ef cient design

2) Microarchitecture con guration for high-performancespace exploration methodology for selecting microarchube
optimized processors for loT:Table VII shows the congurations of processors for I0T. Our exploration
microarchitecture con gurations obtained for Blacks@ml methodology consisted of four phases. In the rst phase, we
Fregmine, Facesim and Fluidanimate benchmarks from thietermined best initial settings for tunable processoigtes
PARSEC benchmark suite and the FFT benchmark from tharameters using initial one-shot search method. We also
SPLASH2 benchmark suite. We analyze the microarchitecturalculated the signi cance of each design parameter on the
con gurations obtained for these test benchmarks accgrdinverall design in this phase. The results of this phase were
to the categorization discussed in subsection VI-B. Wiesed in the second phase to separate the processor design
observe that for data analysis and data mining applicatiopsirameters into distinct search sets using an exploration
represented by the Blackscholes and Fregmine benchmatkgeshold value supplied by the system designer. The thidd a
higher performance is achieved primarily by the increaske fourth phase of the methodology implemented exhaustive
in operating frequency. We note that the size of the L1-Bnd greedy search methods to prune these search sets to
cache for these applications is also high, which is becaudetermine the best microarchitecture con guration of the
both are highly data-parallel benchmarks. The size of tipgocessor.

L2 cache, for Blackscholes, and, L3 cache, for Fregmine,We tested our methodology over two design spaces, one
is also high which is also a result of data-parallelism ifor determining low-power optimized and the other for
these benchmarks. For graphics applications, represdmyteddetermining high-performance optimized processors fdr lo
Facesim and Fluidanimate benchmarks, higher performante validated the results obtained from our methodology
can again be attributed to increase in operating frequenby. comparing with solutions obtained from fully exhaustive
These benchmarks are also highly data-parallel which exgplaexploration of the design spaces. Our results revealedtirat
the large L1-D cache, L2 cache and L3 cache in the resultineethodology obtained microarchitecture con gurationssel
microarchitecture con gurations. In signal processingd anto within 2.23%-3.69% of the con gurations obtained from

VII. CONCLUSION AND FUTURE WORK
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fully exhaustive search. Our methodology only explored 3%#4] T. Adegbija, A. Rogacs, C. Patel, and A. Gordon-Rossdling right-

5% of the overall design space to determine these high gualit
solutions. This resulted in 24.16average speedup on design

provisioned microprocessor architectures for the inteaiethings,” in
SME Proceedings of International Mechanical Engineer®gngress
and Exposition Houston, Texas, USA, Nov 2015.

space exploration as compared to the time required for fulfys] J. Michanan, R. Dewri, and M. J. Rutherford, “Understimg the power-
exhaustive exploration.

We also described a two-tiered heterogeneous processor
architecture for incorporating power-optimized perfonoain
0T objects. We used the results obtained from the evalnatio
of our design space exploration methodology to describe the
two-tiered architecture. We categorized the test benckenari7]

into four different categories, relating them with possibl

loT use cases and analyze microarchitecture con gurations
determined for these benchmarks to make our assertions[zh
processors for 10T objects. We determined that for low-powe

optimization, microarchitecture con gurations with loneore

count and lower operating frequency are more suitable. Ho®]

high-performance optimization, improvement in perforicen
primarily results from increase in operating frequency.Mié®

analyzed the cache hierarchy for different microarchitet [20]
con gurations and related them with the type and size of

workloads offered by the test benchmarks.

In the future, we plan to investigate microarchitecture

con gurations of ultra-low power processors for loT. We

also intend to test our design space exploration methogtolggy)
using standard loT benchmarks. We also aim to improve our

methodology by incorporating better optimization teclugs

like genetic and evolutionary algorithms and machinereay.
We also plan to study the practical applicability of the two-

tiered heterogeneous processor model for processors Tor t

objects, and, compare the model with processor archigctur

models currently in use in the 10T market.
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